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Abstract

Modern generative models are trained on vast data and require extensive compu-
tational resources. In joint diffusion models, which capture the joint distribution
of all image tokens simultaneously, incorporating strong semantic representations
has been shown to significantly speed up convergence. In contrast, continuous
masked autoregressive models capture token interdependencies via autoregression,
jointly with the per-token distribution through diffusion. However, previous work
in this paradigm has relied entirely on the compressed Stable Diffusion Variational
Autoencoder (SD-VAE). To address this, we introduce a generalized pipeline that
accommodates different target representation spaces and models the per-token
distribution based on rectified-flow. Our experiments demonstrate that leveraging
semantically meaningful Representation Autoencoders (RAEs) enables our model
to converge substantially faster than our baseline utilizing SD-VAE. Furthermore,
we show that operating directly in pixel space, which eliminates the need for a
pre-trained tokenizer, is viable but significantly less efficient during training. Ulti-
mately, our results indicate that synthesizing masked autoregressive modeling with
semantically meaningful target representations offers a highly promising pathway
toward resource-efficient generative modeling.
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1. Introduction

Generative models are typically trained using large amounts of data, a process
that demands substantial computational resources. Consequently, the training of
modern, large-scale foundational models is often restricted to commercial entities or
well-funded academic laboratories. A significant milestone toward computationally
efficient generative modeling was achieved through the introduction of Stable Diffu-
sion Variational Autoencoder (SD-VAE) from [1]. This type of continuous tokenizers
leverage spatial and channel-wise compression together with a pixel-reconstruction
objective to produce low-capacity latent representations that effectively capture local
appearance.

However, training efficiency can be dramatically improved by utilizing semantic
meaningful vision foundation models, such as [2, 3, 4]. Building on this, [5] suc-
cessfully trained decoders to map these high-level features back to the pixel space.
Such Representation Autoencoders (RAEs) construct a semantically meaningful
representation space, enabling both efficient and effective training of diffusion and
flow-matching models

Another approach to enhancing the efficiency of generative frameworks is introduced
by [6]. Their contribution is that under-capacity networks can generate images
effectively within high-dimensional spaces by configuring the neural network to
directly predict the clean data trajectory (x-prediction). The authors demonstrate
that clean, natural data inherently lies on a low-dimensional manifold, whereas
noise quantities do not.

Both explained approaches were originally explored within the context of joint
flow-matching models, where all image tokens are generated simultaneously. Yet, it
remains unexplored whether masked autoregressive models with continuous-valued
tokens [7, 8] can similarly benefit from these approaches, and whether they can
successfully leverage the same underlying performance advantages.

Joint flow-matching aims to learn a global velocity field vg to model the entire image
distribution p(x) simultaneously, where x € RN*D with N is the sequence length.

In contrast, masked autoregressive models factorizes the image distribution p(x) into
a product of conditional distributions via the chain rule:

p(x) =p(x1,...,xn) = Hp(xi | x1,...,%Xi-1), (1.1)
i=1
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Chapter 1. Introduction

where x; denotes a single token. Under this factorization, we can model the token
interdependence by autoregression and the per-token distribution by flow-matching
using a velocity field 9g. This formulation transforms the global generation task into
a conditional flow-matching problem localized to a single target token x; given a
context vector z; from a autoregressive transformer backbone.

Another distinct advantage of masked autoregressive models is that the encoder
component of the transformer backbone operates exclusively on unmasked tokens.
This characteristic substantially reduces the computational overhead of the self-
attention mechanism, which scales as O(N?), where N denotes the number of tokens.

While previous work on masked generative models [7, 8] has relied on the compressed
SD-VAE [1] latent space, we aim to explore alternative representation spaces. In our
research, we systematically address the following core questions:

1. Can we train continuous masked generative models more efficiently by identi-
fying an optimal representation space.

2. Can we leverage masked autoregressive structures to enhance the training
efficiency of generative models.

In our work we use the well known SD-VAE latent space as a baseline. We further
explore within RAEs, specifically we leverage DINOv2 [3] and Masked Autoencoder
(MAE) [4]. In contrast, we also evaluate within pixel space that bypasses tokenization
entirely. In Fig. 1.1 we visualize the features of a encoded image for each selected
representation space. In this work we will analyze these diverse representation
spaces using suitable metrics to make a assumption before our experiments.

Original SD-VAE MAE-B DINOv2-B DINOv2-L

Figure 1.1.: Visual comparison of the selected representation spaces. We use Principal
Component Analysis (PCA) coloring to visualize the features of each
representation.

We begin our experiments by establishing a baseline with SD-VAE. We further opti-
mize this baseline by replacing the standard uniform timestep distribution with the
logit-normal sampling schedule introduced by [9]. Experimentally, we demonstrate
that incorporating a progressive Classifier-Free Guidance (CFG) schedule yields the
optimal trade-off between structural fidelity and sample diversity, as quantified by
the Fréchet Inception Distance (FID) metric.
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Given this baseline, we experiment with utilizing high-dimensional, semantically
rich RAEs. We begin by evaluating the DINOv2 latent space while maintaining the
hyperparameter and architecture as for our baseline. We systematically optimize the
model by iteratively adjusting various hyperparameters and structural components.
Interestingly, we observe that CFG fails to improve the generative performance when
operating within the DINOv2 representation space. In addition, we evaluate using
MAE as latent space, whose underlying masking and reconstruction objective differs
fundamentally from the properties of DINOv2. Aligning with the observations made
by [5], we find that the MAE latent space yields poor generation performance.

We further experiment within the pixel space, training our generative model entirely
end-to-end without the aid of a tokenizer. Through this setup, we investigate
whether a latent space is necessary for masked flow matching models. Following the
methodology of Just Image Transformer (JiT) [6], we evaluate manifold prediction
(x-prediction) for our conditional, per-token distribution. Our empirical results
indicate that while predicting the clean data trajectory proves beneficial, it does not
alleviate the high-dimensionality as effectively as it does within joint flow-matching.
Our experiment reveal that CFG is absolutely critical for achieving high-fidelity
image generations when operating directly within the pixel space.

Finally, we compare all representation spaces in terms of training efficiency. Our
empirical results demonstrate clearly that RAEs, utilizing a DINOv?2 latent space,
can be trained most efficiently. Notably, our final generation quality using DINOv2 is
lower then SD-VAE with its best-performing guidance scale. In contrast, training the
generative model end-to-end within the pixel space proves to be the least efficient
approach.

13






2. Related Work

This chapter provides a overview of the theoretical foundations and recent advances
related to our work. We begin by providing the formulations of diffusion and flow
matching, which defines learnable continuous trajectories that map between arbi-
trary distributions. Building on these generative principles, we introduce Diffusion
Transformers (DiTs) as well as latent diffusion models. We then discuss how repre-
sentation learning can be tightly integrated with generative modeling to enhance
training efficiency and structural fidelity. Next, we review sequential architectures,
exploring discrete autoregressive approaches, masked generative models, and their
corresponding loss formulations. Finally, we will go over resent evaluation metrics
for generative models.

2.1. Diffusion and Flow Models

Diffusion and Flow Schemas. The foundational formulation of diffusion for
generative models was introduced in the pioneering work of [10]. Their approach
aimed to learn a stochastic reverse process that stepwise removes noise to recover the
original data distribution. Subsequent works [11, 12, 13] significantly popularized
this paradigm. Specifically, Denoising Diffusion Probabilistic Model (DDPM) [11]
formulated the stochastic reverse process by training a network to predict the
added noise via e-prediction. To improve inference efficiency, Denoising Diffusion
Implicit Model (DDIM) [12] introduced a deterministic sampling mechanism that
requires substantially fewer sampling steps. Furthermore, [13] demonstrated that
for every Stochastic Differential Equation (SDE) path, there exists a corresponding
deterministic Ordinary Differential Equation (ODE) that yields the exact same
marginal probability distribution. More recently, a simpler and more modern
formulation has emerged in the form of flow matching models [14, 15], where
the neural network directly predicts the velocity field between the noise and the
clean data. Finally, [9] demonstrated that diffusion and flow-matching models can
be viewed through a single, unified framework and introduced the logit-normal
distribution for timestep sampling.

Diffusion Transformer. The transformer architecture, originally proposed by
[16], has largely replaced domain-specific architectures across language modeling
[17], computer vision [18], and numerous other fields in machine learning. More
recently, the transformer architecture has also emerged as the dominant backbone
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Chapter 2. Related Work

for diffusion-based generative models. A pioneering work in this direction, DiT [19],
systematically explored the scaling behaviour of transformer architectures within
the diffusion paradigm. This approach was subsequently refined for enhanced
computational efficiency and higher generative performance in Scalable Interpolant
Transformer (SiT) [20].

Latent Diffusion Models. A breakthrough in image generation was the intro-
duction of Latent Diffusion Models (LDMs) [1] where a pre-trained continuous
autoencoder is used to compress the raw pixels by removing imperceptible details.
This compressed latent space is known to let diffusion and flow models train efficient
and still keeps the high-resolution generation quality. In [19, 7, 20, 21] they utilized
this latent space. Resent works explored also other latent spaces such as RAE [5, 22]
and end-to-end image generation models in pixel space [6, 23, 24, 25].

2.2. Representations and Image Generation

Representation Learning. The core objective of representation learning is to
extract semantic and disentangled representations that simplify subsequent down-
stream tasks. To achieve this, diverse pre-training objectives have been developed.
One prominent paradigm relies on contrastive learning, which aims to maximize
the agreement between different augmented views of the same image [26, 27].
Alternatively, self-distillation methods such as the DINO family [2, 3, 28] utilize a
student network tasked with learning from a momentum-updated teacher network.
Another field of research [29, 30] focuses on aligning language and vision in one
shared embedding space, which enables zero-shot classification. Conversely, MAEs
[4] adopt a generative reconstruction approach, where a substantial portion of the
input image is masked and a decoder is trained to reconstruct the missing patches.

Representation Alignment for Image Generation. Emerging research direc-
tions [31, 32, 33] focus on aligning image generation with representation learning to
achieve more meaningful and context-aware synthesis. By integrating representa-
tions, the generative model develops a stronger awareness of the generation target.
Furthermore, aligning image generation with semantic representations enhances se-
mantic consistency and accelerates convergence, thereby improving overall training
efficiency. A pioneering work in this area, Representation Alignment (REPA) [31],
utilizes a frozen DINOvV2 encoder [3] to explicitly align the intermediate layers of a
diffusion transformer. Conversely, Self-Flow [32] avoids reliance on external repre-
sentations by introducing an entirely self-supervised approach that incorporates an
auxiliary representation loss within a student-teacher framework. Their findings
demonstrate that representation learning and generative modeling can be unified
within a single architecture without external alignment, offering superior scaling
behaviour and strong generalization across modalities.
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2.3. Sequential Image Generation

Representation Spaces. In [5], the authors trained decoders for three distinct rep-
resentation encoders (DINOv2 [2], MAE [4], SigLib [30]) to reconstruct pixels directly
from their respective feature spaces, a framework they termed RAEs. Leveraging the
strong semantic grounding of these representation encoders, they observed acceler-
ated convergence, leading to significantly enhanced training efficiency alongside
State-of-the-Art (SOTA) generation quality. However, the reconstruction fidelity
of this RAE latent space remains limited compared to traditional autoencoders
explicitly trained with a reconstruction loss [34]. To address similar trade-offs, [35]
proposed training a Variational Autoencoder (VAE) that is explicitly aligned with
vision foundation models.

2.3. Sequential Image Generation

Sequential Models. Sequential image generative models decompose the gen-
eration task into a sequence of conditional predictions by relying on previously
generated context. Pioneering work in this domain was introduced by [36, 37]. While
PixelCNN [36] relied on convolutional architectures, ImageGPT [37] introduced the
modern transformer architecture to autoregressive modeling.

Autoregressive Image Generation with Discrete Tokens. A line of research
[38, 39] models images as sequences of discrete tokens via vector quantization. This
approach was heavily motivated by the success of autoregressive language models,
which are known to scale well. Building on classical "next-token prediction", [40]
systematically explored and improved the scaling behaviour of these models for
visual synthesis. Additionally, a distinct paradigm within sequential image gener-
ation was introduced by [41], which utilizes a coarse-to-fine next-scale prediction
mechanism rather than traditional raster-scan token prediction.

Masked Image Generation. In contrast to purely autoregressive approaches,
another prominent line of research focuses on masked generative models utilizing
discrete tokens [42, 43]. Specifically, [42] demonstrated that treating images strictly
as a linear sequence of tokens is neither optimal nor computationally efficient.
Instead, they proposed a transformer decoder architecture equipped with bidirec-
tional attention. During training, the decoder learns to predict randomly masked
tokens by attending to unmasked contexts in all spatial directions. Expanding upon
masked generative frameworks, Masked Generative Encoder (MAGE) [43] unified
representation learning and image generation within a single model architecture.

Masked Image Generation with Continuous Tokens. In Masked Autoregres-
sive (MAR) [7], the authors combined the framework of masked generative modeling
with a continuous diffusion loss to model images autoregressively. While utilizing
bidirectional attention to implement mask autoregression similar to MaskGIT [42],
they introduced a diffusion head to explicitly model the conditional distribution
p(x; | z;) for each token i, where z; represents the contextual conditioning vector

17



Chapter 2. Related Work

emitted by the bidirectional transformer backbone. Within this setup, the diffusion
head essentially acts as a localized loss function for the quality of z;. Subsequently,
[44] analysed the scaling behaviour of autoregressive models in the context of
text-to-image generation, observing that sequential models operating on continuous
tokens and bidirectional attention models with random masking exhibit the most
favorable scaling trajectories. Further refining this approach, [8] investigated various
mask-ratio schedules during training to optimize the generative efficiency of the
MAR framework. Alternatively, [45] explored causal autoregression utilizing an
attention mask paired with a continuous loss. To mitigate the high computational
complexity arising from a combined transformer architecture that simultaneously
handles both autoregression and diffusion, they proposed grouping token cells to
maintain a computationally tractable generation process.

2.4. Evaluation Metrics for Image Generation

Inception Score. The Inception Score (IS) was introduced by [46] as the first widely
adopted metric for evaluating generative image quality. It explicitly quantifies two
distinct properties: (i) object quality, meaning individual images should contain
clearly identifiable objects, and (ii) diversity, meaning the model should generate
a wide variety of object classes. The metric leverages a pre-trained Inception-v3
network [47] to compute the conditional class distribution p(y | x) for a generated
image x given class label y. The final score is determined by calculating the Kullback-
Leibler (KL) divergence between this conditional distribution and the marginal class
distribution p(y). A high-quality image yields a low-entropy conditional distribution
(indicating high classification certainty), while a diverse model yields a high-entropy
marginal distribution (indicating an even distribution across all classes). A major
limitation of the IS is its intra-class diversity, meaning a model could generate
identical images within a single class without penalty. Furthermore, the metric relies
solely on classifier outputs and lacks a direct comparison to real reference images.

Fréchet Inception Distance (FID). While the IS marked a significant breakthrough
in evaluating generative performance, it suffers from a fundamental limitation: it
does not directly compare generated samples against real reference data. Currently,
the most prevalent metric to address this is the FID, introduced by [48]. Instead of
relying on classifier probabilities, FID extracts intermediate feature vectors from the
pre-trained Inception-v3 network [47] for both real and generated image sets. These
high-dimensional features are then modeled as multivariate Gaussian distributions.
The FID is subsequently computed as the distance (specifically, the Wasserstein-2
distance) between the estimated Gaussian distributions of the real data and the
generated data.

Precision and Recall. When evaluating generative performance, visual synthesis
is primarily characterized by two core dimensions: fidelity (perceptual quality) and
diversity (coverage of the data distribution). While metrics like FID and IS combine
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2.4. Evaluation Metrics for Image Generation

these aspects into a single scalar value, the precision and recall metrics introduced by
[49] explicitly disentangles them. Their approach utilizes a k-nearest neighbor (k-NN)
algorithm to construct local hyperspheres around each data point in an embedding
space. Precision is defined by the proportion of generated samples that fall within
the neighbourhood of at least one real data point, serving as a metric for fidelity.
Conversely, recall is defined by the proportion of real data points that fall within the
neighbourhood of at least one generated sample, quantifying diversity coverage.
This explicit separation makes the precision and recall metric highly effective for
diagnosing specific failure modes in generative models, such as mode collapse (low
recall) or the synthesis of blurry and distorted artifacts (low precision).

LPIPS Reconstruction Quality. A widely adopted metric for evaluating the
reconstruction quality and perceptual fidelity of images is the Learned Perceptual
Image Patch Similarity (LPIPS) [50]. Instead of relying on traditional pixel-level
comparisons LPIPS directly compares two images by passing both through an Ima-
geNet pre-trained convolutional network backbone, such as VGG [51], AlexNet [52],
or SqueezeNet [53]. Then, features are extracted from several intermediate layers,
normalized, and compared using learned linear distances.[50] demonstrated that fea-
tures of Convolutional Neural Networks (CNNSs) inherently capture edges, textures,
and object parts in a manner that aligns closely with human visual judgments.
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3. Analysis and Definition of Masked
Autoregressive Flow Matching

We want to start our research with a analysis and definitions for masked flow
matching models. Our work builds upon MAR [7] and we want to generalized
this models for using other target representations. We start with the definition of a
continuous loss-function and a sampler using per-token flow-matching. We then
use this to define the autoregressive modeling using continuous tokens. Further we
explain our model pipeline during training and inference. Finally, we will analyze
different representations and compare them.

3.1. Model Definition

In MAR the authors revisit the roles of discrete-valued tokens in autoregressive
generation models. They found that using continuous-valued tokens outperforms
vector-quantized tokens. Therefore they defined a per-token diffusion loss following
DDPM [11]. They modeled the interdependence of tokens by autoregression jointly
and the per-token distribution with diffusion.

We follow MAR and also present the role of discrete-valued tokens in autoregressive
generation models. Let x; be the token to predict in the next autoregressive step. We
can represent x; by using a scaler 0 < x; < K with a vocabulary size K. We can train
a autoregressive model that generates a continuous vector z; € RP where D is the
dimension of the token. We can use a k-way classifier W € RKXD o project z; into the
vocabulary K. So autoregressive models use a categorical probability distribution
in the form p(x;lz;) = softmax(Wz;). We can define the loss-function with a simple
cross-entropy loss for the categorical distribution. During sampling we then draw
from p(x;|z;) = softmax(Wz;/t) where 7 is the temperature that controls the diversity.
To replace the discrete-valued with continuous-valued tokens we need to exhibit the
following two properties:

e A loss-function to measure the difference between the predicted and true
distribution.

o A sampler that draws samples from the distribution x ~ p(x|z).

Therefore is not necessary to use discrete tokens for autoregressive models. It is more
principle to model a distribution that is essential and suitable. In the next section we
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Chapter 3. Analysis and Definition of Masked Autoregressive Flow Matching

therefore define a loss-function and a sampler.

3.1.1. Per Token Flow Matching Objective

Joint Flow Matching. Flow matching models learn the continuous-time probability
path from a simple noise distribution to the data distribution. Let xy € RN*P be the
clean data with the sequence of N tokens and a channel dimension of D. Following
[14] we can defined a probability path by interpolation between a noise distribution
x1 ~ N(0,I) and the data distribution xo ~ pgus, with:

x; = a(t)xg +o(t)xq, (3.1)

where a(t) and o(t) are the interpolation parameters for data and noise. In our work
we specifically use rectified flow [15, 9] which builds a linear straight-line trajectorie
with a(t) =1—t,0(t) = t. This results then in a interpolation:

xt=(1—-t)x+te. (3.2)

Here, the parameter ¢ € [0,1] is the timestep where t = 1 corresponds to pure noise
and t = 0 corresponds to clean data. The target velocity field along this path is defined

by:

dxt _

= =€e—x. (3.3)

Ot
We can train a neural network veg(xt) to learn the target velocity field v; by
minimizing the following objective:

Lgen = Et,xO,é?”U@(xt/ t) - vtllz- (34)

Per Token Flow Matching. As we want to utilize the benefits of masked generative
models we need to define a velocity field for each token. The autoregressive model
predicts use a global condition z € RE*N*P_ Given the context z, we denoise every
token x;, where i denotes the index, separated. During training we can run all tokens
in parallel by reshaping z and x to the shape [B-N,C]. We random sample the
timestep t; ~ [0,1] for each token separately. Doing so we get the following per token
interpolation:

xti = (1—t)x; + tie;, (3.5

where again t; = 0 denotes clean data and t; = 1 pure noise. Similar to joint flow-
matching we define our per token target with:
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3.1. Model Definition

dxt,l-

d_i’i =€;—Xj. (36)

Oti =
We follow MAR and only use the masked tokens i € M for our final objective:

1

Loen = Eiy,e m

Y I zit) - o, (37)

ieM

where the neural network vg is also parametrized by the global condition z. We
normalize the loss Lgen by the number of masked tokens |M| and the channel-
dimension D.

Manifold Prediction. InJiT [6] the authors found that predicting the clean data
xo (x-prediction) allows a neural network with limited capacity to handle much
higher-dimensional data. In our research we similarly want to explore if x-prediction
can be beneficial. To apply x-prediction we just need to parameterize the output of
the neural network with:

Xe = nete(xy,t). (3.8)
We then need to transform the x-prediction output to a velocity with:

X — Xt

T (3.9)

[42)
As the velocity target from Eqn. 3.3 is off-manifold, we need to define the target with:

Xt —€
t

(3.10)

U =

Per-token Sampler. Atinference time we want to sample from the distribution
p(xilz;) where i denotes the i-th token. From [15] it is known that a deterministic
ODE sampler is the most effective and efficient sampling method for rectified flow.
Therefore at inference we define the ODE with:

dxt,i

I ve (Xt zi,t), (3.11)

where we start from pure noise x; ~ N(0,I) for t = 1 backwards in time until f = 0 to
get samples from the learned data distribution.
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Chapter 3. Analysis and Definition of Masked Autoregressive Flow Matching

3.1.2. Masked Autoregression with Continuous-valued Tokens

Next-token Prediction. We now want to formulate the autoregressive "next token
prediction” for our model. Given a sequence of tokens x = {x1,x,...,x,} where the
index 1 < j < n specifies an order. We can use a neural network fg to represent the
conditional distribution:

p() =1, xa) = | [ plxsien, o xj). (3.12)
=1

We can also rewrite the conditional distribution p(x;|xy, ..., x;—1) into two parts. (i)
A conditional vector z; = fg(x1,...,x;-1) Where fg is a neural network operating on
the full token sequence. (ii) A per-token probability distribution p(x;|z;) which we
model with our defined per-token flow matching loss in Eqn. 3.7. Then we can use
backpropagation to z; for updating the parameters of fg.

Mask Autoregressive Models. In MAR they unified the definition of autoregres-
sion and mask generative models [42, 43] where mask autoregression is defined with
a random order autoregression. This can be done with a transformer architecture
like [18] and bidirectional attention instead of common causal attention. In mask
autoregression it is possible to predict a random subset of tokens in parallel. Our
conditional distribution can then be formulated with:

p({xi/xi+1/'-~/xj}|x1/---/xi—l)/ (313)

where multiple tokens {x;, x;;1,..., X} are predicted in parallel and (i < j).

3.2. Model Architecture

In this section, we present our model architecture, which builds upon the structure
foundations of MAR, but is formulated more generally to accommodate alterna-
tive representation spaces. Because the architecture differs between training and
inference, we detail these phases separately. While this section provides a high-level
architectural overview, more far-reaching implementation details regarding specific
network configurations are provided in Chapter 4.

Training Pipeline

Our overall architectural layout during training is illustrated in Fig. 3.1a. The
pipeline utilizes an frozen encoder to map images into latent tokens, establishing
the underlying continuous space where the flow-matching objective are optimized.
Notably, when treating raw pixel space as a direct representation, the encoder phase
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3.2. Model Architecture

is bypassed, and a patchification is instead used to extract tokens directly from the
input image.

D Frozen

Rand n
andom AR Trainable
as}‘yv Transformer
[ =]
U
rmam
Encoder . . AR Reconstruction
Wy N T
BEEL .
h‘ Denoiser Flow
(per Token) (per Token) Prediction loss
Xg, V

(a) Training Pipeline. Images are mapped into a latent token space (or patchified directly in
pixel space). A random subset of these tokens is masked out. The bidirectional transformer
predicts the global context z from the unmasked sequence, while the per-token denoiser
learns to predict the clean target from noised tokens while relying on z.

i

AR - Denoiser ' >
Transformer iti (per Token) | Decoder

Condition p 4

o da
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(b) Inference Pipeline. Beginning from a fully masked token grid, the model iteratively
selects a subset of unmasked tokens at each step. The bidirectional transformer computes
the global context z, which serves as a conditions for the denoiser to generate the next set
of clean tokens over a predefined autoregressive schedule.

Figure 3.1.: Architectural pipeline for masked autoregressive flow matching across
both training and inference.

In the transformer backbone of our masked flow matching model, a random selected
portion of the token sequence is masked out, and the model is optimized to reconstruct
these hidden tokens from the remaining unmasked sequence. Through this objective,
the network learns a global contextual embedding that serves as the conditioning
signal for the per-token denoiser.

The secondary component of our framework is the localized, per-token denoiser,
which models the conditional token distribution p(x; | z;). During the training phase,
Gaussian noise is linearly interpolated into the ground-truth latent tokens according
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Chapter 3. Analysis and Definition of Masked Autoregressive Flow Matching

to our flow schedule (see Eqn. 3.5). Given these corrupted data token, the denoiser
is conditioned on z; to predict the clean token target, or its corresponding velocity
field and is optimized via our formulated flow loss in Eqn. 3.7.

Inference Pipeline

During inference, we begin the generation process by initializing all tokens to zero. In
the initial autoregressive step, the model relies entirely on the localized denoiser and
the corresponding class information. For all subsequent steps, the newly generated
tokens are passed into the contextual transformer network to reconstruct the global
context z (see Fig. 3.1b). Given this updated global context, the per-token denoiser
integrates the active target tokens, transforming them from pure Gaussian noise into
clean data using context z as condition. This sequence is executed autoregressively
according to a predefined order until every token across the grid has been fully
denoised. Finally, because the entire generative process operates within a latent
space, the fully assembled sequence is passed through the corresponding decoder to
map the latent representation back into the raw pixel space.

3.3. Trajectory Distribution Sampling

In our defined model pipeline, we have two distinct and crucial distributions required
for sampling. We begin by defining the sampling strategy for the continuous flow
timesteps, followed by the mask-rate distribution.

Timestep Sampling

Recent studies [9, 32, 34, 5, 54] have demonstrated that the distribution for sampling
timestep ¢ in rectified flow matching [15] is a critical determinant of both generative
performance and training efficiency. Consequently, we hypothesize that optimization
of this distribution is important within our proposed model. In the following sections,
we formally define the specific timestep distributions.

Uniform Sampling. The baseline for our experiments will be the uniform
timesampling t ~ U(0,1). This distribution is applied the pioneer works of rectified
flow-matching [15, 20].

Logit-Normal Distribution. In [9] they formulated the logit-normal distribution
[55] for the timestep sampling. This distribution can be obtained by "squashing"
a normal distribution, which has the range of [-co,00], into [0,1]. The density is
defined as:

(3.14)

: 2
pln(tuufa) = L L (_M)/
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3.3. Trajectory Distribution Sampling

where p is the location and o the scale parameter. The logit(t) is defined as logit(t) =
log 5.

For the practical use of this distribution we can simply define it in two steps. First
sample from a normal distribution:

u~N(u,o) (3.15)
and then transform u into t by using the Sigmoid function:

o 1
C 14ew’

(3.16)

Shift Function. Resent work [9, 32, 34, 5, 54] has explored that the generation
quality and training efficiency can be significantly improved by shifting the timestep
distribution. A shift can be applied into the direction of clean data (f = 0) or the
direction of pure noise (t = 1). In [9] they defined a timeshift shift as:

at

s@h=Tra-nr

(3.17)

where «a is the shifting parameter. We can apply this shift by sample from the
logit-normal distribution t ~ pj,, and pass it through s(«, t). This changes the location
parameter to u’ = p +log(a). In Fig. 3.2 we plotted the logit-normal distribution with
different shift parameters a.

74 === Uniform (¢=0.0)
Logit-normal (¢=0.0)

Logit-normal (0¢=1.78)

Logit-normal (¢=4.63)
Logit-normal (o = 10.0)

T T T T T T
0.0 0.2 0.4 0.6 0.8 1.0

Figure 3.2.: Probability Density Functions (PDFs) of the logit-normal distribution
under varying time-shift parameters a. Adjusting a systematically shifts
the sampling density along the trajectory between clean data states (t = 0)
and noise states (t = 1).

Specifically, [9] and [34] formalize a logit-normal timestep distribution modified
by a train-shift parameter ai.in and a sample-shift parameter asample- Adjusting
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Chapter 3. Analysis and Definition of Masked Autoregressive Flow Matching

the sample-shift such that agample > 1.0 during inference systematically shifts the
ordinary differential equation (ODE) integration timesteps toward the high-noise
regime. As a consequence, a greater proportion of the computational budget during
sampling is allocated to resolving the early noisy timesteps of the data distribution.

Mask Rate Sampling

The mask-rate parameter directly regulates the proportion of tokens masked during
training. A high mask-rate increases task complexity for the transformer decoder by
restricting available context. In MAR, the mask-rate density is modeled as a truncated
normal distribution restricted to the interval [maskpn, 1.0], as illustrated in Fig. 3.3a.
The authors empirically fixed maskmin, = 0.7, biasing training toward high masking
regimes. In [8] they systematically evaluated alternative mask-rate schedules for
continuous-loss MAR architectures, demonstrating that an exponential mask-rate
distribution yields superior generative performance and enhances training efficiency
within SD-VAE. Specifically, they implemented the exponential schedule with:

Vs =1—exp(-5s), (3.18)
where s is sampled uniformly s ~ U[0,1]. This results in the density:

1
=)

p@o=a1 (3.19)

for ys€[0,1- ¢~°]. This mask-rate schedule spends much more time on sampling
high masking rates. We plot the density for the exponential mask-rate schedule in
Fig. 3.3b with clamping s at different minimums s ~ U(sin, 1).

minr=0.0 351
minr=0.5

clamped s = 0.0
clamped s = 0.1
clamped s = 0.2

minr=0.7

< <
S [Sg
104
N
5]
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mask rate mask rate r
(a) Truncated normal distribution restricted (b) Exponential distribution schedule.

to the interval [7min, 1.0].

Figure 3.3.: Comparison of different PDFs for mask-rate sampling schedules.
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3.4. Generation Guidance

3.4. Generation Guidance

To enhance the structural fidelity and class alignment of generative models, we apply
CFG [56, 57]. Under a standard conditional framework, the posterior distribution of
a condition ¢ given the data x is described via Bayes-rule as:

pe19)-ple)

o0 (3.20)

plclx) =

In practice, a single unified neural network is trained to simultaneously estimate
the conditional velocity field vg(x, t,c) and the unconditional counterpart veg(x;, t,0),
where () denotes a null conditioning. This capability is achieved by randomly
dropping the conditioning signal ¢ during the training phase according to a fixed
probability (set to a baseline of 10% in our experiments). During inference, the
guided velocity field g is evaluated using the guidance scale parameter w with:

e = ve(x:, t,0)+w- (v@(xt, t,c)—ve(x:, t,(ZJ)). (3.21)

Setting w = 1.0 recovers the standard conditional flow-matching trajectory, whereas
w = 0.0 yields a purely unconditional generation path. Scaling w > 1.0 systematically
trades off sample diversity in favor of strict adherence to the conditioning input.

Autoregressive Guidance

Extending this formulation to our localized, masked autoregressive setup requires
adapting the guidance mechanism to operate on a per-token basis. In this paradigm,
the conditioning signal c is replaced by the reconstructed global context vector z;
provided by the transformer backbone. Consequently, the unconditional null state
zp is represented without class information. The guided velocity field for a target
token index i is thus formulated with:

te = ve(Xi, ti,zp) +w- (UG(xi,t,-/ti,Zi) —ve(Xi, ti/Z(Z)))~ (3.22)

Progressive Autoregressive Guidance

A distinct advantage of per-token guidance is the ability to dynamically adapt the
scale factor w based on the generation progress. Because earlier tokens establish
the coarse, global layout, a static guidance scale may over-constrain or under-
guide specific phases of the autoregressive process. To address this, we follow the
progressive scheduling strategy introduced by MAR and formalize the guidance
scale as a function of the current autoregressive step k. Specifically, the dependent
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Chapter 3. Analysis and Definition of Masked Autoregressive Flow Matching

scale wy is modulated by the ratio of visible tokens to the total sequence length N.
We can defined the scale wjy with:

My

wi = 1+ (Wiinear — 1)?/ (3.23)

where M is the number of unmasked context tokens available at step k, N is the
total sequence length and wjinear represents the maximum target guidance scale.
Incorporating this dynamic weight into our per-token formulation yields the final
progressive guidance objective:

0o = ve(Xi4, ti, zp) + Wy - <U®(xi,t,-/ ti, zi) —ve(Xit, fz',Z(z)))- (3.24)

By parameterizing wy to monotonically increase, the schedule enforces a loose, high-
diversity constraint during initial structural placement when Mj, is small. This is
followed by aggressive conditioning adherence in the final stages of token generation
as My — N, maximizing local perceptual fidelity.

3.5. Analysis of Different Representation Spaces

In this section we define distinct target representations in which we want to explore
our masked flow-matching model. We first define our choices for representation
spaces and in the next subsection we want to analyze and compare them.

3.5.1. Definition of Representation Spaces

Following the setup in MAR [7], we keep the sequence length constant at N = 256
tokens across all spaces. In our work we consider the following three types of divers
representations.

Stable Diffusion VAE (SD-VAE). As a baseline, we employ the SD-VAE in-
troduced by [1]. This architecture has long served as the standard tokenizer for
continuous image generation models. The primary objective of this tokenizer is to
significantly compress spatial pixel data. For instance, an SD-VAE variant with a
stride of 16 compresses a 256 x 256 pixel image into a latent space of dimensions
16 16 x 16 = 256 X 16, yielding a substantial spatial compression factor. For our
experiments, we select the KL-regularized variant with a stride of 16, ensuring direct
compatibility and fair comparison with the tokenizer utilized in MAR.

Representation Autoencoders (RAE). We further investigate pre-trained and
frozen vision foundation models, trained via self-supervised learning, to establish
a semantically rich representation space. This class of tokenizers is referred to as
RAEs. Given an input image x € R3***W 'encoding it with an RAE encoder yields
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3.5. Analysis of Different Representation Spaces

N=H-W/ p% tokens, where pr denotes the patch size of the encoder. To evaluate
the impact of different training objectives, we select two distinct configurations:
DINOV2-B (d = 768) [3], which is trained via self-supervised and self-distillation, and
MAE-B [4], which relies on a masked pixel-reconstruction objective. To reconstruct
pixels, we utilize the pre-trained decoders proposed by [5]. These decoders are
optimized using a joint objective with [; loss, an LPIPS perceptual loss, and an
adversarial (GAN) loss. For implementation details regarding the decoders, see
Appendix A.1.

Raw Pixel Space. Inspired by recent advancements showing that end-to-end train-
ing in pixel space without intermediate tokenization yields remarkable performance
in diffusion transformers [6], we also explore the raw pixel space within our masked
flow-matching model. To achieve this, the input image x € R¥>!*W is patchified into
a sequence of tokens. This results in a sequence length of N = H- W/p? and a flattened
patch embedding dimension of d = 3 p?, where p denotes the spatial patch size.
Following the generative process, the predicted continuous tokens are mapped back
to the original image space via a straightforward unpatchify operation to obtain
back the final output shape x € R3>HW,

3.5.2. Metrics for Representation Spaces

In this section we want to analyze and compare our representations. We start to define
metrics for good representations. Then we will compare different representations
with this metrics and take this as a assumption for our experiments.

In image generation we want to learn on the one hand how pixels form textures and
shapes. On the other hand, we want to learn the meaning of the condition, so in
class-to-image generation this is what the class defines. So for the design of a good
latent space the following two properties should be take into account:

o Perceptual Fidelity: Ensures that the images are sharp and have good fine
details

o Learnability: The latent are meaningful and the feature are disentangled

As the perceptual fidelity is responsible for the final quality of the generated
image this is an important metric for a tokenizer. A second important metric is the
learnability of that latent space, what means if our latent space has a good semantic
structure we can easier learn the transport from noise to data and our training will
be more efficient. In the following two paragraphs we will discuss this two metrics
for different tokenizers.

Perceptual Fidelity. We begin by analyzing the reconstruction fidelity of our
representation spaces as reconstruction quality fundamentally limits the generative
performance. To quantify perceptual fidelity, we employ the LPIPS metric with a
VGG feature extractor [50]. As we can see in Tab. 3.1, the highest reconstruction
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quality is achieved by the pixel-reconstruction-based MAE, closely followed by
the SD-VAE baseline. Conversely, both DINOv2 variants exhibit notably higher
LPIPS distances. We complement this with the Reconstruction Fréchet Inception
Distance (rFID) metric proposed by [5], as detailed in Tab. 3.1. We can observe that
the two metrics rFID and LPIPS differ for DINOv2 encoders. This observation aligns
with recent findings by [34] and it can indicate that DINOv?2 is suitable for generation
tasks in general, as the rFID is good. However, as the LPIPS score is notably worster
it can lack in high-fidelity reconstructions.

Encoder Dim. LPIPS| rFID |
SD-VAE (KL-16) 16 0.14 0.62
MAE-B 768 0.11 0.16
DINOv2-B 768 0.255 0.49
DINOv2-L 1024 0.266 0.52

Table 3.1.: Metrics for reconstruction quality of selected tokenizers.

In Fig. 3.4 we visualize the reconstructed image of five classes of ImageNet after
we applied our autoencoders on them. We can clearly see that both scales of
DINOvV?2 lacks behind SD-VAE and MAE-B, while MAE-B shows the overall best
reconstructions.

Analysis of Semantic Structure. The second property to quantify a good represen-
tation space for image generation is its inherent learnability. While this attribute can
be measured directly by tracking the Generation Fréchet Inception Distance (gFID)
across training iterations, we want to provide a preliminary qualitative analysis.
A common property for estimating learnability is the semantic structure of the
underlying representation space. A well-structured space yields clearly separated
and distinct target trajectories, which significantly decreases the optimization effort
on the generative model. Consequently, if a representation space exhibits a robust
semantic layout, the conditioning phase becomes easier for the generative model to
learn, leading to faster training convergence.

To evaluate these semantic structures, we follow the established dimensionality re-
duction methodologies of [58, 59] and employ the t-Distributed Stochastic Neighbor
Embedding (t-SNE) algorithm to project high-dimensional representations into an
interpretable two-dimensional space. Specifically, we randomly sample 20 distinct
classes from the ImageNet dataset, selecting 200 images per class. Each image is
encoded via the respective latent encoder, followed by an average-pooling oper-
ation over all sequence tokens. Therefore the resulting global representations are
subsequently reduced to two dimensions via t-SNE and visualized in Fig. 3.5.

For the pixel space, we patchify each 256 X 256 pixel image into non-overlapping
patches with a resolution of 16 pixels, resulting in a reshaped tensor of shape
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Original SD-VAE DINOv2-B DINOvV2-L MAE-B

Figure 3.4.: Comparison of reconstructions using the autoencoders (SD-VAE,
DINOv2-B, DINOv2-L, MAE-B) for four representative ImageNet exam-
ples.

[B,256,16 x 16 x 3]. Under this setup, executing an average-pooling operation across
all spatial tokens nearly collapses the sequence into global image mean color statistics.
As a result, the pixel manifold captures no semantic relationships, exhibiting a
completely unclustered distribution in Fig. 3.5a, which aligns with our expectations.

Similarly, because the SD-VAE is optimized via a pixel-level reconstruction loss
regularized by a KL divergence penalty, its latent tokens are bounded to approxi-
mate a standard normal distribution N(0,I) across their 16-dimensional channels.
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This strong regularization forces the manifold into a highly compact, centralized
configuration without distinct class clusters, as visualized in Fig. 3.5b.

In contrast, utilizing vision-foundation models such as MAE or DINOvV2, reveals
highly isolated class clusters (see Fig. 3.5c and 3.5d). Despite their fundamentally
different self-supervised training paradigms, both foundational encoders successfully
construct a highly organized, semantically coherent representation space.

3.5.3. Masking in Different Spaces

In Fig. 3.6 we visualize each representation space alongside its corresponding
decoded spatial image after a masking schedule has been applied directly within
that space. This visualization allows us to systematically understand how spatial
masking effects the preserved information across different semantic configurations.
We see that in SD-VAE and DINOV?2 a single token effects also neighboring tokens
while MAE does not.
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(a) Pixel Space (dim = 768), where spatial
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instead of semantic bounds.
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(d) DINOv2-B (dim = 768), showing highly
separated categorical clusters driven by
its self-supervised and self-distillation
objective.

(c) MAE-B (dim = 768), highlighting distinct
cluster configurations as a result of a
masked reconstruction objective.

Figure 3.5.: Qualitative evaluation of semantic structure across alternative image
representation spaces using two-dimensional t-SNE projections of 20
randomly selected ImageNet classes with 200 samples each.
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Original SD-VAE MAE-B DINOv2-B DINOv2-L
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Figure 3.6.: Visual comparison of different representation spaces under spatial mask-
ing schedules. We present our encoded representation spaces alongside
its corresponding decoded spatial reconstruction after token masking
has been applied directly within that respective space.

3.5.4. Assumptions for Experiments

Through our analysis of alternative representation spaces, we observe that a semanti-
cally meaningful latent manifold can also possess the structural properties necessary
to achieve high-fidelity reconstructions. Furthermore, a highly organized semantic
structure is expected to be beneficial for the generative model, thereby increasing
training efficiency. For our continuous masked flow-matching architecture, a primary
technical challenge lies in effectively modeling these high-dimensional feature spaces.
We hypothesize that the raw pixel space represents the most challenging domain to
optimize, as this manifold is completely unstructured while simultaneously retaining
a high dimensionality. Despite these optimization hurdles, we include the pixel space
in our experiments, as bypassing an tokenization stage yields to a end-to-end image
generation pipeline that avoids the architectural biases of decoupled decoders.
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4. Model Implementation

In this chapter we discuss the specific implementation of our defined masked
flow-matching model which we will use for our experiments. We first define
the transformer backbone which builds the autoregressive part and provides the
global context. Then we will define the per-token denoiser which implements the
conditional distribution p(x;|z;). Finally we will present the specific model parameters
and training details.

4.1. Implementation of the Transformer Backbone

Defining Masked Autoregression. We follow MaskGIT [42] and implement
the autoregression by using a transformer [18] with bidirectional attention, which
allows all tokens to see each other. Combined with positional embedding the
decoding can be learned with bidirectional attention as then all masked tokens see all
unmasked tokens. Therefore the autoregression is defined over the masked and not
like common autoregression by causal attention. As visualized in Fig. 4.1, the "next-
token-prediction” here follows a random order defined by the mask. At inference
we can generate multiple tokens together and therefore reduce the generation steps.

Next-token
prediction
bl hl

\ ‘ Known Context

To predict in this step

G Undefined

Figure 4.1.: Structural schematic of the masked autoregressive generation process.
Transformer Architectures. In MAR the architecture is defined with a encoder-

decoder structure as visualized in Fig. 4.2a. The idea from MAR is to first extract
meaningful features from the compressed SD-VAE latents and then train a decoder by
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Chapter 4. Model Implementation

adding learnable mask-tokens to the token sequence. This idea is aligned with MAE
[4], where the encoder is needed to produce a useful feature-space in which a decoder
can learn to reconstruct the masked tokens. As we want to explore among other
representation spaces its an open question if we need a trainable feature encoder or
if we can directly train a decoder on the masked features of the frozen latent encoder
as visualized in Fig. 4.2b. In the decoder-only version of the transformer backbone
we direly concatenate the class tokens to the decoding token sequence.

" ™~
E 2 E =
u R |
EEEREN EEEREN
Encoder
000000
Add learnable Add learnable
mask tokens I\ mask tokens

eEefedces--- eEefetes---

Decoder Decoder

(a) Encoder-decoder backbone (MAE-style),  (b) Decoder-only backbone, where token rep-

where an encoder first processes un- resentations from the frozen tokenizer
masked context tokens before a decoder are mapped directly into the decoding
infuses learnable mask embeddings. sequence.

Figure 4.2.: Comparison of different transformer backbone architectures for our
masked autoregressive flow pipeline.

Transformer Implementation. As we use a common transformer architecture
as define in [16] we can benefit from architectural advances known from language
models and other related tasks. We used SwiGLU [60], RMSNorm [61] and RoPE
[62]. Following MAR we also in-cooperate the class tokens as in-context tokens to the
transformer sequence. We want to note that in our pipeline the denoiser does not get
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4.2. Implementation of the Denoiser

directly the class information, it gets global context as well as the class-information
via the condition z of the transformer backbone.

x/v-Pred.

1

X

Fusion Layer

(2d to d)
(4@ Concatenate
Embedding Embedding
- ; . (dim = d) (dim = d)
Embedding |Embedding| Embedding
X z 4 Xti Zj

¢l

(a) Baseline per-token denoiser architecture  (b) Additional fusion conditioning mecha-

with a MLP layout conditioned via Adap- nism, concatenating the input features
tive Layer Normalization (adaLN)-Zero directly with the global context features
parameters. along the channel dimension and fuse it

into the original dimension with a learn-
able linear layer.

Figure 4.3.: Architecture for the localized per-token denoiser network which takes
the noisy data token x;; and the global context token z; as input.

4.2. Implementation of the Denoiser
Conditioning Mechanism. The localized per-token denoiser relies on the adaLN
mechanism introduced by [19], which builds upon [63]. This conditioning strategy

scales and shifts normalized intermediate features using linear parameters optimized
by a neural network:

X' =ye0x+Pe, 4.1)

where © denotes element-wise multiplication, and the scale and shift vectors are
dynamically predicted via a Multi Layer Perception (MLP) such that [ye,fe] =
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MLP(c). In our continuous masked flow-matching pipeline, the input conditioning
signal c¢ is the combination of the global context token z; and the timestep t;.
More precisely, we employ the adaLN-Zero variant, where the final layer of the
conditioning MLP and the residual gating parameters are initialized to zero, forcing
the blocks to initially act as identity mappings to stabilize early training steps.

Baseline Architecture. In Fig. 4.3a, we outline our core per-token denoiser
architecture, adapted from MAR. Because this component models the denoising
trajectory of an individual token i independently, it is parameterized entirely
using a dense MLP structure without computationally heavy attention layers. The
architecture takes the corresponding noised token state x;; as input and use adaLN-
Zero as conditioning. To facilitate robust gradient propagation, we incorporate
block-wise residual connections [64].

Additional Denoiser Conditioning. To expand beyond pure normalization-
based modulation, we evaluate an additional conditional strategy for the global
context vector z;. As illustrated in Fig. 4.3b, instead of restricting the context to a
layer-norm modulation, we explicitly concatenate the noisy token input x;; and the
global context embedding z; along their channel dimension. Then, a learnable fusion
layer is applied to map the expanded channel dimension 4" back into the original
network hidden dimension d. We systematically explore the empirical benefit of this
architectural modification in our experiments.

4.3. Model Parameters and Training Details
In Tab. A.2 we present the used model architectures as well as training and sampling

parameters for all three representation spaces. We not that we will explore different
configurations during our experiments in each space.

40



5. Experiments on Different Spaces

In this chapter, we evaluate our defined masked flow matching model across
representation spaces. We conduct conditional class-to-image generation using the
ImageNet-1k dataset [65] at a resolution of 256 X 256. For quantitative evaluation, we
utilize the torch-fidelity codebase [66] and strictly follow the evaluation protocols
for generative models established by [67]. To compute the FID and IS metrics, we
leverage the precomputed statistics from JiT [6].

All evaluations are performed using 50k generated samples. For faster ablation
studies, we only use 10k samples, which we then explicitly denote. The primary
objectives of our experiments are to explore the selected representation spaces,
their parameters, and effective architectures within the context of masked flow
matching. Additionally, we aim to analyze the generation process and investigate
the effectiveness of CFG guidance for each space.

5.1. Baseline

We begin our experiments by establishing a baseline using the well-known SD-VAE
tokenizer from [1]. We therefore select the exact same SD-VAE variant from MAR,
specifically the KL-16 variant for continuous tokens. Here, the factor of 16 denotes
the tokenizer stride, which yields 16 x 16 tokens with a channel dimension of 16.

We follow the training and implementation configurations detailed in Table A.2.
We begin with uniform time sampling, t ~ U([0,1]), which is used in MAR. Fig. 5.1
provides the FID and IS metrics over of training iterations.

Next, we investigate whether a logit-normal timestep distribution benefits our
masked flow matching model, as its common practice for joint flow matching
transformers [9]. The logit-normal distribution concentrates sampling density on
intermediate noise levels while allocating less weight to the boundaries (t = 0 and
t =1). As demonstrated in Fig. 5.1, adopting the logit-normal distribution consistently
improves generation quality throughout the entire training process.

Optimal CFG Scale

Next, we explore the guidance strategy for our baseline by evaluating different CFG
scales w as defined in Eqn. 3.22. For each scale w, we generate 10k samples and
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Figure 5.1.: Baseline evaluation of convergence within the SD-VAE latent space
utilizing a uniform and logit-normal timestep distribution.

compute the FID. Fig. 5.2a presents the performance across different scales for both
the linear and progressive strategies. Progressive means that the CFG scale is first
applied during the later autoregressive steps as defined in Eqn. 3.24.
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Figure 5.2.: Comparing several CFG scales to find the optimal generation quality
within the SD-VAE latent space.

Our ablation indicate that the SD-VAE latent space benefits significantly from the
progressive CFG strategy, with a scale of w = 6.0 achieving the best performance.
Additionally, we evaluate the precision-recall curve across different CFG scales (see
Figure 5.2b). As is typical for CFG, we observe a trade-off where sample diversity is
sacrificed to achieve higher fidelity.
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5.1. Baseline

Generated Examples with SD-VAE

We present visual samples generated utilizing the SD-VAE latent space within
our baseline model configuration. Based on our previous observation, we employ
a progressive guidance schedule with a maximum CFG scale of w = 6.0, as it
yields the optimal trade-off between perceptual fidelity and structural diversity. A
representative selection of these generated samples is illustrated in Fig. 5.3. This
configuration achieves an FID score of 3.18 and an IS of 264.74. Additional qualitative
results are provided in Appendix B.1.

(d) class 985: daisy (flower) (e) class 130: flamingo (f) class 975: lake side

MREE

Figure 5.3.: Generated examples using the SD-VAE latent space. We trained for 200
epochs and used the best performing CFG with a progressive scale of
w = 6.0. This generated images results in FID=3.18 and an IS= 264.74.
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5.2. RAE Latent Space

Our next representations are the high-dimensional and semantically meaningful
RAEs. We begin this exploration by comparing different parameters and architec-
tures, systematically analyzing which components improve generation quality and
efficiency. Throughout this analysis, we refer to the results in Tab. 5.1. As a starting
point, we adopt the same hyperparameters and architecture used for our baseline.
Since RAE latents inherently exhibit strong semantic features, we begin with just
two encoder layers for the transformer backbone of our masked generative model.
We later compare this setup against a decoder-only architecture. To ensure a fair
comparison across all representation spaces, we maintain a consistent number of
trainable parameters across all spaces.

Prediction Type. In this comparison, we aim to explore two specific questions:
(i) Does the data manifold of semantically meaningful RAEs (such as DINOv2)
also lies on a lower-dimensional manifold compared to Gaussian noise. (ii) Can
the conditional distribution of our masked flow matching model effectively utilize
the lower-dimensional manifold. For x-prediction, we use Eqn. 3.8 and Eqn. 3.9 to
reparameterize the network output into a velocity loss. In Tab. 5.1, we compare both
configurations. Contrary to our initial expectations, we observe that x-prediction does
not improve performance under equal model parameters. Instead, the generation
quality is slightly worser then with v-prediction.

Timestep Schedule. In our next set of experiments, we compare timestep distri-
butions. First, we select the logit-normal distribution as defined in Eqn. 3.15 and
Eqn. 3.16. Second, we evaluate with a distribution shift defined in Eqn. 3.17 with
a scale parameter of a = 6.93 (optimal in shift for RAEs [5]). The results for both
configurations are presented in Tab. 5.1. As we can see, incorporating the logit-
normal timestep distribution alongside the distribution shift significantly improves
the overall generation quality.

Autoregressive Reconstruction Architecture. Since RAE features are inherently
semantically meaningful, we investigate whether trainable encoder layers remain
necessary to extract features for the transformer decoder. As shown in Tab. 5.1, a
shallow trainable encoder proves beneficial. We hypothesize that this improvement
is primarily driven by the injection of the class tokens, as the two encoder layers
effectively integrate them into the token sequence. Finally, we note that our approach
still saves a substantial portion of model parameters with RAEs. In contrast, the
baseline requires an equal number of layers (10 layers) for both the encoder and the
decoder.

Denoiser Capacity and Conditioning. Because RAEs possess a significantly
larger embedding dimension (e.g., DINOv2-B with dim = 768) compared to SD-VAE
(dim = 16), we explore whether the MLP denoiser has sufficient capacity and
whether the adaLN-conditioning of the global latent z from the transformer is
powerful enough. To address this, we introduce a fusion of z and x at the input of the
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5.2. RAE Latent Space

Parameter Steps FID| IST7T

VAE latent space
logit-normal (flow loss) (w/o CFG) 179.6M 503k 1591 88.78
logit-nomal (flow loss) (CFG=6.0) 179.6M 503k  3.18 264.74
DINOV2 latent space
Prediction type
v-prediction 125.6M 503k  9.54 186.85
x-prediction 125.6M 503k  10.70 158.70
Timestep schedule
uniform time sampling 125.6M 503k 954 186.85
logit-normal + shift (a = 6.93) 125.6M 503k 7.59 211.37
Reconstruction Architecture
decoder only 124.7M 503k 855 204.48
encoder (2 layer) + Decoder 125.6M 503k 759 211.37
Denoiser and Conditioning
adaLN (dim=1024, ratio 1) 124.6M 503k 759 211.37

adaLN (dim=1024, ratio 4) + z-fusion 165.4M 503k 630 24391
adalLN (dim=1536, ratio 4) + z-fusion =~ 255.1M 503k  5.33 248.00

Table 5.1.: Step-by-step comparison of distinct model parameters and architecture
within the DINOv2 latent space. We trained all models for 200 epochs
(503k training iterations) and evaluate over 50k samples.

denoiser while simultaneously retaining z within the adaLN blocks. Furthermore,
we give the denoiser a higher per-block dimension. This modification provides the
block with a higher non-linear capacity, enabling it to capture more complex feature
patterns. A comparison of these configurations is presented again in Tab. 5.1. In a
third variant, we increase the denoiser dimension from 1024 to 1536 while keeping
all other parameters constant. Our results indicate that scaling up the denoiser
capacity is crucial when dealing with RAEs, which we attribute to the challenges
of processing high-dimensional features. For the remainder of our comparative
analysis, however, we maintain the 1024-dimensional configuration to keep the total
number of model parameters comparable to our baseline.

Different RAE Encoder Objectives

Next, we compare fundamentally different RAE encoders. While DINOv2 is trained
using a self-supervised, self-distillation objective, MAE utilizes a masking and
reconstruction objective. Prior work by [5] observed that the MAE latent space is not
well-suited for joint flow matching generative models. However, because our model
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employs a masked, per-token flow matching objective, we investigate whether MAE
features might prove effective under this formulation.

80 300
—e— RAE with DINOv2-B —e— RAE with DINOv2-B
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(a) FID over training iterations (b) IS over training iterations

Figure 5.4.: Comparing two fundamental different features encoders within the RAE
latent space. We compare the generation quality of DINOv2 and MAE
latent space.

For this experiment, we select the same hyperparameters and architecture as in the
final experiment for DINOv2 in Tab. 5.1. In Fig. 5.4, we plot the FID and IS metrics
over training iterations. The results clearly demonstrate that DINOv2 outperforms
MAE features in masked autoregressive models too. We further observe that the
convergence speed remains comparable between both spaces, which aligns with
expectations given that both latent spaces possess a strong semantic structure.

CFG Guidance

In Fig. 5.5a, we report the CFG behavior for the DINOv2 latent space. We sample 10k
images and calculate the FID for each CFG scale w using both the linear guidance
from Eqn. 3.22 and the progressive guidance from Eqn. 3.24. Surprisingly, applying
a CFG scale does not improve the FID for DINOv2 at all. Even the progressive
approach, which applies stronger scales to later tokens, fails to yield any FID
improvements.

We conducted the same set of experiments for the MAE latent space, with the results
illustrated in Fig. 5.5b. In contrast to DINOv2, these experiments demonstrate that
MAE latents heavily depend on strong guidance. Specifically, CFG improves gener-
ation quality from an FID of 28.00 down to 12.69 at a scale of w = 2.0. Furthermore,
we observe that even the initial tokens require strong guidance, as the progressive
variant does not show significant improvement even at high CFG scales (w > 10.0).
From these two experiments, we can assume that while guidance can be beneficial
for RAEs, its effectiveness is closely tied to the training objective of the underlying
feature encoder.
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Figure 5.5.: Comparing the CFG scale within the DINOv2 and MAE latent space.

Generated Examples in RAE (with DINOv2)

In Fig. 5.6, we present examples generated using the DINOv?2 latent space. Since our
previous experiments indicated that CFG guidance does not improve the FID, we
maintain a scale of w = 1.0. These samples achieve an FID = 5.33 and an IS = 248.00.
We present more samples in Appendix B.2.

(d) class 985: daisy (flower) (e) class 130: flamingo (f) class 975: lake side

Figure 5.6.: Generated examples using the DINOv2 latent space. We trained for 200
epochs and didn’t used CFG-scale as we found that we worsen the FID.
This generated images results in FID=5.33 and an 15=248.00
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5.3. Pixel Space

In pixel space we start with the logit-normal timestep distribution and a transformer
backbone with an equal number of layers for both the feature encoder and decoder.
Furthermore, we begin with the exponential mask-rate distribution defined in
Eqn. 3.18. Similar to RAEs, we systematically explore different parameters and
model architectures optimized for the pixel space. We provide the results in Tab. 5.2.
We note that these experiments are compared without CFG guidance. We ablate and
explore the optimal CFG scale in a subsequent analysis.

Prediction Type. In Tab. 5.2 we provide a comparison of both prediction types.
Contrary to the observations reported in JiT, we find that v-prediction does not
fail within masked generative models. However, x-prediction still proves beneficial.
We note that the overall poor generation quality at this stage arises because raw
pixels heavily depend on strong CFG guidance. Consequently, for all subsequent
pixel-space experiments, we utilize x-prediction.

Mask-rate Schedule. Next, we investigate the choice of mask-rate distribution.
While our baseline configurations rely on aggressive exponential masking, we find
that a less aggressive masking schedule is beneficial for pixel space generation (see
Tab. 5.2), unlike with RAEs and SD-VAE. We hypothesize that because pixel tokens
are inherently localized, the model requires a larger amount of context to capture
spatial dependencies effectively. To address this, we employ the truncated normal
distribution. We note, however, that the optimal masking strategy for raw pixel
representations warrants deeper future exploration.

Bottleneck Embedding. Related to JiT we explored with a bottleneck embedding
layer. More specifically we replace the linear projection embedding of the denoiser’s
input into a pair of linear bottleneck layers. The first layer reduces the dimension
to d’ and the second layer expands it to the hidden size of the denoiser. This
serves as a low-rank reparametrization and should encourage the learning of the
low-dimensional clean data in the high-dimensional noise space. We explored that
a bottleneck dimension d’ = 128 is useful in pixel space. We keep this bottleneck
dimension for the next runs.

Denoiser Capacity and Conditioning. Next, we want evaluate whether the
conditioning mechanism and capacity of the baseline MLP denoiser are optimally
designed. Mirroring our approach with RAEs, we increase the per-block hidden
dimension, providing the denoiser with additional capacity to learn complex, high-
dimensional data patterns. Simultaneously, we introduce an input fusion as defined
in Fig. 4.3b. Similar to our findings with RAEs, these experiment demonstrate that
both, the capacity and the conditioning of the per-token denoiser are critical for
high-dimensional raw pixels (see Tab. 5.2).
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5.3. Pixel Space

Parameter Steps FID| IST

SD-VAE latent space

logit-normal (flow loss) (w/o CFG) 179.6M 503k 1591 88.78

logit-nomal (flow loss) (CFG=6.0) 179.6M 503k 3.18 264.74
Pixel Space
Prediction type

v-prediction 182.3M 503k  104.69 15.82

x-prediction 182.3M 503k  89.64 21.10
Mask-rate schedule

exponential 182.3M 503k  89.64 21.10

trunc-normal 182.3M 503k  85.05 23.36
Bottleneck layer

no bottleneck 182.3M 503k  85.05 23.36

bottleneck d'=128 182.3M 503k 71.04 24.62
Denoiser and Conditioning

adaLLN (dim=1024, ratio 1) 182.3M 503k  71.04 24.62

adaLN (dim=1024, ratio 4) + z-fusion =~ 221.6M 503k  42.39 41.04

Table 5.2.: Step-by-step comparison of distinct model parameters and architecture
within the pixel space. We trained all models for 200 epochs (503k training
iterations) and evaluate over 50k samples.

CFG Guidance

Next, we aim to determine the optimal CFG scale to guiding the generation within
pixel space. Consistent with our evaluations in the other target spaces, we compute
the FID over 10k generated samples across a range of CFG scales. As provided in
Fig. 5.7, generation quality improves significantly when employing a linear CFG
strategy. While we further experimented with a progressive guidance schedule, our
findings indicates that a linear guidance schedule is required. Notably, we observe
that CFG is absolutely essential when operating directly in pixel space. Based on
these results, we fix the CFG scale at its optimal value of w = 2.0 for all subsequent
experiments in pixel space.
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Figure 5.7.: FID@10k for different CFG scales in pixel space.

Generated Examples in Pixel Space

Finally, we present visual examples generated using the pixel space in Fig. 5.8. For
these samples, we apply the optimal linear schedule CFG scale of w = 2.0. This
configuration achieves an FID=8.70 and an 1S=216.76. Visually, we observe that
generation in the pixel space appear slightly more blurry and lack of fine details (we
will come back to this point in the discussion chapter 6).

(d) class 985: daisy (flower) (e) class 130: flamingo (f) class 975: lake side

Figure 5.8.: Generated examples using the pixel space. We trained for 200 epochs
and used the best performing CFG scale of w = 2.0 with a linear schedule.
This generated images results in FID=8.70 and an 1S=216.76
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5.4. Comparison of Different Representation Spaces

In this section, we evaluate and compare the representation spaces under considera-
tion. We first analyze their training efficiency, followed by an assessment of their
final generation quality. To provide a more granular quantification of generation
performance, we also introduce precision and recall. Furthermore, we investigate
the impact of masking schedules during training and visualize the latent features of
the transformer backbone. Finally, we examine the influence of various sampling
parameters and visualize the intermediate stages of the autoregressive generative
process.

5.4.1. Training Efficiency

We evaluate the training efficiency in Fig. 5.9a and Fig. 5.9b by plotting the FID
and IS metrics over training iterations. For a fair comparison, all representation
spaces are evaluated without CFG guidance until convergence. We observe that
RAEs, specifically when utilizing the DINOv2 latent space, significantly accelerate
the training process. Leveraging these high-dimensional, semantically rich latent
space enhances the learnability of the generation targets. Furthermore, the com-
pressed SD-VAE space demonstrates superior learnability compared to the raw,
high-dimensional pixel space, even when we utilizes x-prediction for pixels. We
further evaluate efficiency by scaling the FID over the total training computation
measured in Giga Floating-Point Operations (GFLOPs) in Fig. 5.9c. This metric
reveals a consistent trend, demonstrating that RAEs outpace both the SD-VAE and
pixel-space representations in compute efficiency.

5.4.2. Final Generation Quality

In Tab. 5.3 we present the final generation results with and without CFG. A primary
finding is that the choice of representation space has a strong influence to the CFG
behavior. Crucially, the DINOv2 latent space does not benefit from guidance at
all, achieving its optimal performance unguided (scale w = 1.0). While DINOv2
demonstrates high unguided generative fidelity, characterized by a high precision
score (0.853), it simultaneously suffers from a significantly low recall score (0.301).
This indicates a limitation in diversity whose underlying cause remains an open
question for future study.

In contrast, SD-VAE and raw pixel space are heavily depend on guidance to reach
peak performance. Without CFG, pixels demonstrate poor generation capabilities.
We note that pixel space is not converged yet and still improves with further training,
which highlights inefficient training. Finally, we note that while both the pixel space
and RAEs benefit from a wider MLP denoiser block, the exact interplay between
denoiser capacity and representation dimensionality is not yet fully explored.
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Figure 5.9.: Comparison of training efficiency and convergence speed across different
representation spaces. We compared all spaces until convergence without

CFG guidance.

Rep. Space Params. Steps CFG Scale FID| IST Prec.T Rec.T
Without CFG

SD-VAE (KL-16) 179.6M 503k 1.0 1598 89.53 0.580  0.606
RAE (DINOv2-B) 1654M 503k 1.0 6.43 247.63 0.853 0.301
Pixels 221.6M 503k 1.0 43.60  40.19 0329 0578
With CFG

SD-VAE (KL-16) 179.6M 503k 6.0 (p) 3.19 263.84 0.757 0.507
RAE (DINOv2-B) 1654M 503k 1.0 (-) 643 247.63 0.853  0.301
Pixels 221.6M 503k 2.0 (1) 870 216.76 0.688  0.346

Table 5.3.: Comparison of final generative performance across our representation
spaces. All models are trained for 200 epochs (503k iterations). Indicators
(p) and (1) denote progressive and linear CFG scheduling.
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5.4.3. Masking during Training

To understand how different spaces process contextual information, we analyze the
behavior of the transformer backbone under varying masking conditions. Specifically,
after 200 epochs of training, we evaluate the trained models using an identical, fixed
masking pattern applied across all three representation spaces under two distinct
regimes: low masking (65%) and high masking (95%). We extract and visualize the
global conditioning features z from the transformer backbone, which serve as the
context for the per-token denoiser p(x;lz;). In Fig. 5.10, the first row displays the
PCA-colored features of the fully encoded image, while the second row illustrates
the reconstructed features z learned by the transformer backbone during training.

Our observations reveal a shared characteristic across all representation spaces:
a noticeable discrepancy between the unmasked ground-truth tokens and the
reconstructed features. This effect is particularly visible in the low-masking regime
(65%) (see Fig. 5.10), where much context is available. This phenomenon arises
because gradients are exclusively updated for the masked tokens, as defined by the
per-token loss in Eqn. 3.7. This is an architectural property originally inherited from
MAE proposed by [4].

However, under the high-masking regime (95%), a clear divergence between the
spaces emerges. The reconstructed features z for the pixel space appear considerably
more blurry and structurally degraded. In contrast, the reconstruction within the
DINOV2 latent space are remarkably clear and semantically coherent, even when
95% of the tokens are masked.

While high masking ratios closely simulate the initial steps of the autoregressive
generation process (where very few tokens have been sampled), DINOv2 features
provide an robust global context already from the first generated tokens.
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Low Masking 65% High Masking 95%

E

Pixels —————————————————————

Figure 5.10.: Visual comparison of features under low (65%) and high (95%) masking
ratios across different representation spaces. The first row visualizes the
PCA-colored features of the full encoded image, while the second row
displays the reconstructed context features z created by the transformer
backbone. We note that no loss is computed on the visible (unmasked)
tokens, therefore the transformer output on visible tokens in z is
qualitatively worse. This is related to MAEs [4] and has no effect
to the generation quality as we only denoise the masked tokens at
inference.
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5.4.4. Inference Parameters

Next, we evaluate the impact of different sampling configurations on generative
performance.

Number of Autoregressive Steps. We begin by analyzing the number of autore-
gressive steps in Fig. 5.11. We observe a consistent trend across all three representation
spaces. Specifically, the generation quality nearly converges at 32 steps, and even
a highly accelerated schedule of just 8 steps yields acceptable visual results for
DINOvV2 and SD-VAE.

—e— SD-VAE + Progressive CFG=6.0
—e— DINOV2 (w/o CFG)
175 —e— Pixels + Lincar CFG=2.0

AR Steps

Figure 5.11.: FID over the total autoregressive steps across different representation
spaces. Here, i.g., 32 steps mean we predict 8 token in a single step (for
our sequence length of N = 256).
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Figure 5.12.: Comparing the generation quality over the number of timesteps during
the ODE integration.

Number of Timesteps. Furthermore, we investigate the optimal number of ODE
sampling steps required for inference. For all evaluations, we employ a first-order
Euler integration scheme. Fig. 5.12 presents the FID and IS metrics evaluated across
10k samples as a function of the total ODE steps. We observe that the FID closely
approaches convergence across all three representation spaces when using more
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than 25 timesteps.

As reported in Tab. 5.4, a interesting finding emerges within the DINOv2 space,
when the model synthesizes images with remarkably high perceptual fidelity using
only a single generation step. Specifically, this single-step configuration achieves an
FID = 20.82 and an IS = 231.31. In contrast, the SD-VAE baseline collapses entirely
under a single-step regime, yielding a degraded FID = 138.81 and an IS = 6.30.

Repr. Space FID@10k | IS@10k T
SD-VAE (KL-16) 139.80 6.30
RAE (DINOv2-B) 20.82 231.31
Pixels 190.05 421

Table 5.4.: Comparing generation quality across representation spaces for a single
timestep t with the identical loss formulation.

In Fig. 5.13, we provide a qualitative comparison of examples generated using a
single timestep for both SD-VAE and DINOv2. While the DINOv2 model retains
sharp structures and clear semantic definition, the SD-VAE baseline constructs only
a coarse outline of the target object.

%

(a) SD-VAE (b) DINOv2

Figure 5.13.: Generated examples with a single timestep for SD-VAE and DINOv2.
Surprisingly DINOv2 shows high fidelity generations while SD-VAE
fails.

5.4.5. Visualization of the Autoregressive Generation Process

Finally, we examine the autoregressive generation process across. For this analysis,
we select in total 32 autoregressive sampling steps. In Fig. 5.14, we plot the global
context features z from the transformer backbone utilizing PCA coloring alongside the
corresponding decoded images after steps 0,5,10,20, and 31. Crucially, the decoded
images are visualized after the per-token denoiser has cleaned the respective tokens.
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As visualized in Fig. 5.14, we observe that across all representation spaces, the global
features z exhibit structural instabilities as more denoised contexts are introduced in
the later autoregressive steps. This mirrors the behavior previously observed in our
training masking visualizations. But this does not effect the generation as we just
use the masked tokens and ignore the generated context.

However, a key distinction is that DINOv2 establishes a stable and good semantic
global context after only a few initial tokens have been sampled. Furthermore,
analyzing the decoded intermediate images reveals a fundamental architectural
contrast in token interaction. The DINOv2 latent space displays the strongest inter-
token connectivity, where newly sampled tokens have the strongest influence for
the contextual structure of neighboring patches. In contrast, the pixel space exhibits
the lowest degree of inter-token influence by design.
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AR-step 0 AR-step 5 AR-step 10 AR-step 20 AR-step 31

(a) Autoregressive steps in SD-VAE latent space.

AR-step 0 AR-step 5 AR-step 10 AR-step 20

(b) Autoregressive steps in DINOv2 latent space.

AR-step 0 AR-step 5 AR-step 10 AR-step 20 AR-step 31

(c) Autoregressive steps in pixel space.

Figure 5.14.: Visualization of the autoregressive generation process at step
(0,5,10,20,and 31). For each representation space, the rows illustrate the
PCA-colored global context features z and the corresponding decoded

58 spatial outputs after the denoising.



6. Discussion

This chapter provides a final discussion of the research presented in this thesis.
First, the key limitations of the study are examined, followed by an exploration of
potential directions for future research. Finally, the thesis concludes with a summary
of the core findings and overall contributions.

6.1. Limitations

RAE Decoder Dependency. The generation quality within RAEs target space
is fundamentally constrained by the performance of the pre-trained RAE decoder.
In this study, we employed the pre-trained decoders introduced by [5]. Detailed
specifications regarding this implementation are provided in A.1. Our evaluation of
the reconstruction quality of RAE with DINOv2 encoder reveals that its reconstruc-
tion fidelity, as measured by LPIPS, is significantly lower than that of the baseline
tokenizer SD-VAE. Furthermore, the decoders from [5] were trained with a noise
term designed to reliably handle slightly off-manifold generations. We emphasize
that this specific noise term may not align with the characteristics of the off-manifold
generations produced by our masked generative models.

Optimal Hyperparameters and Architecture. Our findings indicate that mask-
ratio schedule and timestep sampling distribution are inherently coupled to the
topology of each individual representation space. For instance, in the DINOv2 latent
space, a distribution shift toward high noise proved beneficial. In contrast, operating
within the pixel space required a less aggressive mask-rate distribution during
training. However, this exploration focused on evaluating existing configurations
and established techniques rather than conducting a comprehensive hyperparameter
optimization study. Furthermore, our results indicate a distinct capacity bottleneck
in the denoiser when applied to high-dimensional manifolds. Specifically, increasing
the MLP block ratio or the hidden dimension significantly improves generation
quality.

Masking in RAE Target Space. A potential weakness of utilizing RAEs for masked
flow-matching models is that the full image is first encoded into the representation
space via the frozen RAE encoder before masking is applied. In a self-supervised
space like DINOV2, an single token inherently encodes a larger spatial vicinity and
richer semantic context. Consequently, it is easier for the transformer backbone
to infer missing contextual information from the unmasked sequence than it is
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when operating within the SD-VAE space. Due to this high informational density, a
more aggressive masking schedule is required to prevent the prediction task from
becoming trivial.

Failure Cases. For both the DINOv2 and pixel spaces, we empirically identified
distinct failure modes in the generated images. While models operating in the
DINOV?2 target space exhibit remarkable generation fidelity, they frequently suffer
from global structure and shape anomalies, as illustrated in Fig. 6.1a. For instance,
the model fails to separate distinct semantic objects, such as co-occurring animals.
In contrast, generations in the pixel space lack fine details and appear notably
blurrier, as shown in Fig. 6.1b. We hypothesize that this degradation arises from
undercapacity of the denoiser, which persists despite our use of x-prediction and a
bottleneck layer (4" = 128).

(b) Pixel space. Characterized by lack of fine
ceptual fidelity but exhibits distinct fail- details and a slight overall blurriness.
ure modes in global coherence, particu-

larly during interactions between multi-

ple similar objects.

Figure 6.1.: Empirically observed failure cases for pixel and DINOv2 target space.

6.2. Further Research and Directions

Scalability. Due to computational resource constraints, our experimental evaluation
was restricted to small architecture with parameters ranging from 164M to 221M.
In recent literature, this corresponds to a Small (S) or Base (B) model configuration.
In contrast, current SOTA research typically scales up to Large (L) and Huge (H)
architectures. To provide a comparison against these models, scaling up our model
is an essential next step. Consequently, exploring scalability behavior fell outside
the scope of this work and remains open for future investigation. Additionally,
our experiments were restricted to class-to-image generation on ImageNet-1k at a
resolution of 256 x 256. Extending this exploration to other conditional generative
tasks, such as text-to-image synthesis at varied resolutions, is still required to
compare masked generative models against joint diffusion and flow models.

Representation Alignment. Our study focused exclusively on evaluating masked
generative models that utilize external and frozen autoencoders to define the target
space. However, prior work [31, 33] demonstrates that aligning internal intermediate
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features with vision foundation models also benefits the optimization of diffusion
and flow models. Specifically, techniques like REPA can be employed to distill target
representations into intermediate layers. Contrary to the prevalent assumption that
RAE replaces the need for REPA, recent findings by [22] indicate that they exhibit
complementary working mechanisms. Consequently, extending representation
alignment methods to masked autoregressive models represents a highly promising
direction for future research.

Guidance Strategy for DINOv2. During our experiments, we observed that
CFG does not improve generation quality measured by the FID score. The similar
observation was made by [5] for joint diffusion/flow models. To address this limi-
tation, they implemented AutoGuidance [68], which leverages a weaker auxiliary
model to guide the primary generative network. Alternatively, the recent work [22]
demonstrated that REPA can be used as an implicit guidance mechanism. Because
we did not explore alternative guidance strategies in our research, it remains an
open field for masked generative models with DINOv2 latent space.

Auxiliary Losses. In this research, we exclusively employed the flow-matching
loss to train both our transformer backbone and our per-token denoiser in parallel.
Incorporating auxiliary structural or perceptual losses could enhance training
efficiency and final fidelity. Such additions would likely be most relevant and
impactful when operating directly in the pixel space.

6.3. Conclusion

In this thesis, we analyzed and compared distinct target representation spaces
for masked autoregressive models utilizing continuous loss formulations. While
previous foundational works in masked autoregressive modeling relied on DDPM
formulations combined with stochastic samplers, recent research in generative
modeling commonly built upon rectified flow. Motivated by these developments,
we introduced a per-token loss function based on rectified flow, which leverages
straight trajectories between the noise distribution and the target data.

Building on this formulation, we established a baseline within the widely utilized
SD-VAE latent space. To ensure a fair comparison of across different representation
spaces, we implemented a unified pipeline. All models were consistently trained for
200 epochs using identical batch sizes.

We observed that using a logit-normal distribution for the timestep sampling
distribution yields benefits within the SD-VAE space. Furthermore, our exploration
of various CFG schedules within this latent space indicated that a progressive scaling
strategy achieves optimal performance. Consequently, we selected this configuration
as our primary baseline for comparisons against alternative representation spaces.

Next, we systematically investigated key architectural parameters and configurations
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within the DINOv2 target space. Our experiments revealed that a logit-normal
timestep distribution with a shift toward higher noise levels is highly effective.
Furthermore, we demonstrated that the complexity of the transformer backbone
can be significantly reduced. A shallow transformer encoder suffices because the
frozen DINOV?2 features are already highly optimized for semantic decoding. We
also determined that the capacity of the denoiser MLP plays a critical role when
processing high-dimensional DINOv2 tokens. Finally, during our evaluation of
various CFG schedules, we observed that guidance fails to improve performance
within the DINOvV2 space, even though the generated images already exhibit high
fidelity.

Furthermore, we explored directly within the pixel space. The primary advantage of
this approach is that it bypasses the need for a pre-trained tokenizer. We found that
employing x-prediction and a bottleneck layer for the denoiser is beneficial, even
though these components are not as strictly required as they are in joint diffusion/flow
models. Similar to our observations with DINOv2, the capacity of the denoiser is
highly relevant for processing the high-dimensional data. We determined that CFG
is strictly necessary, unlike in the SD-VAE space, it must be applied starting from
the first tokens. Ultimately, in terms of training efficiency, the pixel space proved to
be the least practical target space, as it requires substantially more training beyond
our 200-epoch training.

Given that training efficiency is very critical for generative models, combining a
semantically meaningful target space with an efficiently learnable masked autore-
gressive flow formulation offers a highly viable approach. Our findings suggest that
with further architectural optimizations and the integration of a suitable guidance
strategy, such models are able to achieve a generation quality comparable to joint
diffusion/flow models while remaining significantly more resource-efficient to train.
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A. Additional Implementation Details

A.1. Details for Representation Autoencoders (RAE)

Encoder Details. For all frozen encoders we systematically discard the global
class token embedding (CLS), restricting the representation space exclusively to the
sequence of patch tokens. All encoders operates on a standard Vision Transformer
(ViT) architecture utilizing full bidirectional self-attention mechanisms. We applied
a channel-wise Layer Normalization to ensure that each token embedding possesses
a zero mean and unit variance across its hidden channels.

The DINOv2 and MAE foundational encoders provide weights pre-trained with
an explicit patch size of p, = 14 with a image resolution of 224 x 224 pixels. To
maintain structural consistency across our pipeline, we follow [5] and apply bilinear
interpolation to the intermediate tokens, scaling them up to a uniform target
input resolution of 256 X 256 pixels. This interpolation increases the spatial token
distribution to yield a standardized layout containing exactly 256 functional spatial
context tokens.

Decoder Details. We use the pre-trained decoders from [5]. They are trained
on the ImageNet-1k at a fixed spatial resolution of 256 X 256 pixels. The primary
optimization objective is to learn a stable, invertible mapping that projects the
high-dimensional token embeddings generated by the frozen foundational encoders
back into raw image pixels.

Architecturally, the decoding pipeline adapts the structural design of StyleGAN-T
[69]. To guide the adversarial feedback loops, it utilize a frozen DINO-S/8 model [2]
acting as a fixed semantic discriminator. The specific optimization hyperparameters
governing the decoder training routines are systematically itemized in Tab. A.1.

To achieve high structural fidelity during reconstruction, the model optimizes a loss
objective combining an ¢; structural loss, perceptual loss via the LPIPS metric [50],
and an auxiliary adversarial loss [70]. The unified reconstruction loss function is
formulated with:

Lrec =wr - Lipipes(®,x) +wg - A - Loan(®,x) + {1, (A1)

where x € R3*HXW represents the target ground-truth pixel image and £ = D(E (x))
defines the reconstructed output synthesized by the projection decoder D.
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Appendix A. Additional Implementation Details

Component Decoder Discriminator
optimizer Adam Adam
max learning rate 2x107* 2x107*
min learning rate 2x107° 2x107°
learning rate schedule cosine decay cosine decay
optimizer betas (0.5,0.9) (0.5,0.9)
weight decay 0.0 0.0
batch size 512 512
warmup 1 epoch 1 epoch
loss ¢ + LPIPS + GAN adv.
Model ViT-(B, L, XL) Dino-S/8 (frozen)
LPIPS start epoch 0 -

disc. start epoch - 6

adv. loss start epoch 8 -
Training epochs 16 10

Table A.1.: Training details of the RAE decoders from [5].

A.2. Detailed Parameters and Architectures

In Tab. A.2, we present the architectural, training and sampling configurations used
for our masked autoregressive flow matching models for all representation spaces.
The Table is structurally categorized into neural network architectures, training
optimization details, and specific inference sampling details.
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A.2. Detailed Parameters and Architectures

FlowMAR-B
Repr. Space SD-VAE DINOv2-B Pixels
architecture
parameters (M) 179.6M 165.4M 221.6M
AR-trans. encoder depth 10 2 10
AR-trans. decoder depth 10 10 10
AR-trans. hidden dim 768 768 768
AR-trans. heads 12 12 12
AR-trans. architecture MAE-style MAE-style MAE-style
AR-trans. dropout 0.1 0.1 0.1
AR-trans. class tokens 64 64 64
denoiser depth 6 6 6
denoiser hidden dim 1024 1024 1024
denoiser block ratio 1 4 4
denoiser dropout 0.0 0.0 0.0
image size 256 256 256
patch size 1 1 image / 16
bottleneck - - 128
training
epochs 200 200 200
warmup epochs 50 50 50
optimizer Adam, 1,2 =0.9,0.95 | Adam, 1,52 =0.9,0.95 | Adam, 1,52 =0.9,0.95
batch size 512 512 512
learning rate 2e-4 2e-4 2e-4
learning rate schedule constant constant constant
weight decay 0.02 0.02 0.02
ema decay 0.9999 0.9999 0.9999
time sampler logit-normal logit-normal + shift logit-normal
mask rate sampler Exp + clamb 0.62 Exp + clamb 0.62 trunc normal 0.7
class token drop (for CFG) 0.1 0.1 0.1
sampling
ODE solver Euler Euler Euler
ODE steps 50 50 50
time steps linear in [0.0, 1.0] shifted in [0.0, 1.0] linear in [0.0, 1.0]
mask schedule cosine cosine cosine
AR steps 32 32 32
generation order random random random

Table A.2.: Final implementation details for our flowMAR-B model and all represen-
tation spaces.
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B. Qualitative Results

In Fig. B.1, B.2 and B.3, we provide additional generated examples of all three
representation spaces trained on ImageNet 256 x 256.
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Appendix B. Qualitative Results

L NS

(g) class 425: Barn (h) class 930: French loaf

Figure B.1.: Additional samples generated within the SD-VAE latent space.
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(g) class 425: Barn

Figure B.2.: Additional samples generated within the DINOv2 latent space.
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Appendix B. Qualitative Results

(g) class 425: Barn (h) class 930: French loaf

Figure B.3.: Additional samples generated within the pixel space.
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e Falls ich ein elektronisches Exemplar und eines oder mehrere gedruckte und gebundene
Exemplare eingereicht habe (z.B., weil der/die Priifer/in(nen) dies wiinschen): Das
elektronisch eingereichte Exemplar stimmt exakt mit dem bzw. den von mir eingereichten
gedruckten und gebundenen Exemplar(en) iiberein.

2. Erkldrung beziiglich Veroffentlichungen

Eine Veroffentlichung ist haufig ein Qualitdtsmerkmal (z.B. bei Verdffentlichung in Fachzeitschrift,
Konferenz, Preprint, etc.). Sie muss aber korrekt angegeben werden. Bitte kreuzen Sie die fiir Thre

Arbeit zutreffende Variante an:

IX(Die Arbeit wurde bisher weder vollstdndig noch in Teilen verdffentlicht.

[J Die Arbeit wurde in Teilen oder vollstindig schon verdffentlicht. Hierfiir findet sich im
Anhang eine vollstindige Tabelle mit bibliographischen Angaben.

3. Nutzung von Methoden der kiinstlichen Intelligenz (K1, z.B. chatGPT, DeepL, etc.)

Die Nutzung von KI kann sinnvoll sein. Sie muss aber korrekt angegeben werden und kann die
Schwerpunkte bei der Bewertung der Arbeit beeinflussen. Bitte kreuzen Sie alle fiir lhre Arbeit
zutreffenden Varianten an und beachten Sie, dass die Varianten 3.4 - 3.6 eine vorherige Absprache
mit dem/der Betreuer/in voraussetzen:

[J 3.1. Keine Nutzung: Ich habe zur Erstellung meiner Arbeit keine KI benutzt.

& 3.2. Korrektur Rechtschreibung & Grammatik: Ich habe KI fiir Korrekturen der Recht-
schreibung und Grammatik genutzt, ohne dass es dabei zu inhaltlich relevanter Textgeneration
oder Ubersetzungen kam. Das heiBt, ich habe von mir verfasste Texte in derselben Sprache
korrigieren lassen. Es handelt sich um rein sprachliche Korrekturen, sodass die von mir
urspriinglich intendierte Bedeutung nicht wesentlich verdndert oder erweitert wurde. Im
Zweifelsfall habe ich mich mit meinem/r Betreuer/in besprochen. Alle genutzten Programme
mit Versionsnummer sind im Anhang meiner Arbeit in einer Tabelle aufgelistet.



M 3.3. Unterstiitzung bei der Softwareentwicklung: Ich habe KI als Unterstiitzung beim
Schreiben von Code in der Softwareentwicklung genutzt. Es handelt sich hierbei lediglich um
Unterstiitzung und nicht um die automatische Generierung von gréferen Programm-Teilen.
Im Zweifelsfall habe ich mich mit meinem/r Betreuer/in besprochen. Alle genutzten
Programme mit Versionsnummer sind im Anhang meiner Arbeit in einer Tabelle aufgelistet.

[J 3.4. Ubersetzung: Ich habe nach vorheriger Absprache und mit Erlaubnis meines/r
Betreuer/in K1 zur Ubersetzung von mir in einer anderen Sprache geschriebenen Texte
genutzt. Jede derartige Ubersetzung ist im laufenden Text gekennzeichnet und der Anhang
meiner Arbeit enthilt eine Tabelle mit einem vollstindigen Nachweis aller i{ibersetzten
Textstellen und der verwendeten Programme mit Versionsnummer.

[J 3.5. Code-Generierung: Ich habe nach vorheriger Absprache und mit Erlaubnis meines/r
Betreuer/in K1 zur Erzeugung von Code in der Softwareentwicklung genutzt. Der Anhang
meiner Arbeit enthilt eine Tabelle mit einem vollstindigen Nachweis aller derartigen
Nutzungen, der verwendeten Programme mit Versionsnummer und der verwendeten Prompts.

[0 3.6. Text-Generierung: Ich habe nach vorheriger Absprache und mit Erlaubnis meines/r
Betreuer/in Kl zur Erzeugung von Text in meiner Arbeit genutzt. Jede derartige Verwendung
von KI ist im laufenden Text gekennzeichnet und der Anhang meiner Arbeit enthilt eine
Tabelle mit einem vollstindigen Nachweis aller derartigen Nutzungen, der verwendeten
Programme mit Versionsnummer und der verwendeten Prompts.

Falls ich in irgendeiner Form KI genutzt haben (siehe oben), dann erklidre ich:

Mir ist bewusst, dass ich die Verantwortung trage, falls es durch die Verwendung von KI zu fehler-
haften Inhalten, zu VerstéBen gegen das Datenschutzrecht, Urheberrecht oder zu wissenschaftlichem
Fehlverhalten (z.B. Plagiaten) kommt.

4. Abschluss und Unterschrift(en)

Mir ist bekannt, dass ein VerstoB gegen diese Erklarung priifungsrechtliche Konsequenzen haben und
insbesondere dazu fithren kann, dass die Priifungsleistung mit ,nicht ausreichend” bzw. die
Studienleistung mit ,,nicht bestanden* bewertet wird und bei mehrfachem oder schwerwiegendem
Téduschungsversuch eine Exmatrikulation erfolgen bzw. ein Verfahren zur Entziehung eines eventuell
verliechenen akademischen Titels eingeleitet werden kann.
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Vomame, Nachname Ort, Datum Unterschrift
Student/in

Die Punkte 3.4 - 3.6 erfordern eine Zustimmung des/r Betreuer/in. Sollten Sie einen dieser Punkte
angekreuzt haben, dann sollte der/die Betreuer/in bitte hier unterschreiben:

Ich habe der oben genannten Nutzung von KI zur Erstellung der Arbeit zugestimmt.

Vorname, Nachname Ort, Datum Unterschrift
Betreuer/in



Al Tool Usage

AI-System Provider = Version Usage
Gemini Google latest Text revision
DeepL Write DeepL SE latest Text revision
Claude Anthropic Sonnet4.6 Coding, Debugging

Table B.1.: Used Al tool in context of this thesis
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